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Abstract

The principle of conservation of information states that search algorithms cannot consistently outperform random sampling unless
the search space has a helpful structure that can be exploited or the search algorithm benefits from information about the desired
target. This poses a conundrum for unguided evolutionary searches: if these found the extraordinarily rare configurations of matter
we see in life, they must have received help of one of these kinds, but in that case, how can we view them as unguided searches?
One possibility to be considered is that the search spaces most relevant to biological evolution just naturally possess features that
are highly non-random in a helpful way. Recent work has argued that the mapping of geneotypes to phenotypes is such a helpful
feature. Following the methods of others, we here model evolutionary paths in RNA sequence space to see how likely these are
to find sequences that have pre-specified base-paired structures (target structures). In agreement with others, we find that short
target structures (20 or 30 bases) chosen from a database of biological non-coding RNAs (fRNAdb) often are readily found by
searches in RNA sequence space. This is explained by the fact that the database is strongly skewed toward structures commonly
attained by random sequences. Nevertheless, by calculating active-information from thousands of evolutionary simulations, we
show that unguided RNA search algorithms consistently underperform random sampling, as is expected from the conservation
principle. Equally important, we argue that the connection between RNA sequences and their structures is so unlike the connection
between the genotypes and phenotypes of living organisms that studies of the former do very little to advance our understanding
of the latter. The unanswered challenge that the conservation of information poses for unguided evolution remains unanswered.
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1. INTRODUCTION

Conservation of information theorems [1–8] challenge
Darwinian evolution by showing that no search algo-
rithm can outperform random sampling unless there
are helpful properties of the search space that can be
exploited. Because it is widely acknowledged that the
origin of complex biological features is inexplicable by
pure chance,1 these theorems expose a crucial missing

1Among numerous noteworthy expressions of this are those of

Richard Dawkins, who wrote:

You may throw cells together at random, over and
over again for billions of years, and not once will you

get a conglomeration that flies or swims or burrows

or runs, or does anything, even badly, that could re-
motely be construed as working to keep itself alive. [9]

and Eugene Koonin, who appealed to an infinite multiverse to

component in evolutionary accounts—namely, identifica-
tion of the needed helpful properties that would enable
evolutionary searches to succeed where random sampling
would fail. Moreover, considering the staggering num-
ber and variety of innovations exhibited among living
things, these presumed search-enabling properties must
be very widespread. The challenge presented to evolu-
tionary theorists, then, is to identify and explain these
common properties. To date, work in this direction con-

solve this probabilistic problem:

to attain the minimal complexity required for a bi-

ological system to start on the path of biological

evolution, a system of a far greater complexity, i.e.,
a highly evolved one, appears to be required. How
such a system could evolve, is a puzzle that defeats

conventional evolutionary thinking. [10]
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sists mostly of non-biological computational models that
purport to demonstrate in principle how evolutionary
searches might succeed [9, 11–13]. On the one hand,
searches performed with models of this kind can and do
find their stated targets, but on the other, the lack of
realism raises the question of biological relevance.

One way to address that question is to identify the
search properties that enable these searches to work and
then to ask whether those properties are expected to
be present in realistic evolutionary contexts. For the
models cited above, this analysis has been done [14–17].
The identified helpful properties include: access to the
distance between a search query and the stated target,
favorable design of the fitness landscape, and favorable
skewing of query choice. Because none of these properties
are expected to characterize evolutionary search problems
in the history of life, the reported model successes do
little to explain how the biological searches would have
succeeded so spectacularly.

More recent work has appealed to the connection
between genotypes and phenotypes2 as a property of
evolutionary search problems that facilitates their suc-
cess [18, 19]. The basic idea is that there is a many-
to-one mapping between the set of possible genotypes
to a smaller set of possible phenotypes. Entities with
the same phenotype are, for all practical intents and
purposes, identical. Efforts to examine the evolution-
ary significance of genotype-phenotype mappings have
used model treatments of RNA structures [19–24], digital
logic circuits [25], and polyominos [26, 27]. These simple
model mappings share several properties, including a
many-to-one relationship between sequences and struc-
tures and a tendency for very similar sequences to map
to similar or even identical structures.

We will focus here on the RNA model because of
its connection to biology. The four RNA nucleotides
participate not only in the two Watson-Crick pairs—G
pairing with C and A pairing with U—but also in the
so-called wobble pair (G pairing with U), which appears
with some frequency in biological RNAs [28]. Depending
on the nucleotide sequence of an RNA, these affinities
may cause portions of the RNA strand to lock into paired
associations with other portions (on the same strand)
that have complementary sequences, the most stable
conformation of the whole strand being the one that
maximizes these paired associations.3 This collection of
pairings is referred to as the secondary structure of the
RNA, with primary structure referring to the nucleotide
sequence, and tertiary structure referring to the overall
3-dimensional shape. Figure 1 depicts the secondary
structure of a random RNA thirty nucleotides in length.

2These terms will be clarified in the next section.
3In general, an RNA chain may flicker between an ensemble

of structures [29], but for the short chains of interest here, one
structure is expected to dominate.

Figure 1: The secondary structure of a random RNA sequence pre-
dicted by RNAfold and plotted using forna, both being parts of the
ViennaRNA Package. Short red connecting lines indicate base pairing.
As discussed in Section 3, this secondary structure is represented as
.....(((((.......)))))........ in dot bracket notation. Although
it is not evident in this representation, RNA strands have directional-
ity to them, meaning that the reverse sequence would be a different
molecule. Rendered with forna (http://rna.tbi.univie.ac.at/forna/).

Because secondary structure is our main focus here, we
will often refer to RNA secondary structure simply as
“structure.”.

Although there is no way to picture RNA sequence
space accurately, we can roughly imagine a spatial ar-
rangement of all possible sequences such that neighboring
positions in this space correspond to sequences that dif-
fer by just one nucleotide. Sequences that differ by two
nucleotides are next-nearest neighbors, and so on. The
set of all RNA sequences that produce a particular struc-
ture may be thought of as forming a family of connected
networks within this space, where by connected we mean
fully traversable by nearest-neighbor jumps. Figure 2
illustrates why this is a family of networks rather than a
single network. In short, the condition for a single RNA
nucleotide substitution to leave the structure unchanged
is that all paired positions must remain paired (with
no new pairs). But for changes in paired regions, this
typically would require both nucleotides in a pair to be
substituted simultaneously, which would make the new
sequence a next-nearest neighbor (transitions that make
use of the wobble pair are the exception, e.g.: G�C !
G�U ! A�U).

One reason for thinking that networks of this kind
may facilitate evolution is the idea that local optima
are the primary obstacle to evolution. To picture this,
consider the simplest kind of search, which can be rep-
resented as a recurring process of testing the merit of
jumping from the present location in the search space to
a neighboring location. The test consists of comparing
the value of some key property at the two locations, the
jump only being made if it brings improvement. The
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Structure i, network n  

Structure j  

Structure i, network m  

Figure 2: A single RNA secondary structure, i, is produced by se-
quences that divide into many networks. Sequences within each
network are connected by single-base substitutions that remain in the
network. The progression depicted here (altered bases highlighted)
shows that a substitution that produces a different structure (j) is
needed in order to move from one network associated with structure
i to another network associated with structure i. Many structure-i
networks are separated in this way.

current location is referred to as a local optimum if all
neighboring points are unattractive in this sense. In that
case, progress halts because staying put is the best local
option,4 though there may be far better global options.

If we assume that secondary structure is the key prop-
erty of RNAs, then the fact that these structures map
onto sequence space in the form of extensive networks
might seem to alleviate the problem of getting stuck in
local optima. Indeed, searches in RNA sequence space
that aim to optimize the resulting structure never get
stuck on a single sequence because numerous neighboring
sequences produce the same structure. It may be stuck
in a network of phenotypically identical sequence, but
that network may be very large. A large network has
many neighbors, it is likely that some of them consitute
improvements over the current phenotype. The search is
therefore free to wander throughout the network, and by
doing so, it might happen upon a sequence that enables a
jump to a better structure. Investigation of such simple
models led Greebury, Louis, and Ahnert to conclude that
networks overcome the problem of local optima, such
that “fitness maxima can be reached from almost any
other phenotype without passing through fitness valleys.
[19]”

The present work will challenge this conclusion.

4More complex search algorithms avoid halting by allowing
either longer jumps or jumps to less favorable locations. These
have their own drawbacks—a huge increase in the number of

possible jumps or the possibility of things getting worse as the
search proceeds.

1.1 Problems with simplified models of genotype-
phenotype maps

1.1.1 Misapplication of biological terms
It is important to keep in mind that the terms “geno-
type” and “phenotype” have established meanings in
biology, tracing back over a century to the work of Dan-
ish botanist Wilhelm Johannsen [30]. In current usage,
the genotype of an organism is its complete genetic state
as represented by its genome sequence, and the phenotype
is the organism’s observable characteristics. Although it
is well known that genotypes profoundly influence pheno-
types, the details of the relationship are highly complex
and, for the most part, poorly understood. For example,
careful work with the fruit fly Drosophila melanogaster
spanning several decades has produced a detailed genetic
picture of the cell-to-cell signalling network that specifies
where and when the wings develop [31]. Yet, as impor-
tant as signalling is to wing development, it is nothing
like the full story,5 and even this aspect is unknown for
most features of the adult fly.

Loose application of the terms genotype and pheno-
type to simple non-living models creates two problems.
First, it implies an equivalence of causal relationship that
ignores what may be crucial differences. Continuing with
the Drosophila example, DNA sequences are so unlike
wings that a complete causal account connecting the two
would have to be very complicated indeed. Nothing like
such an account currently exists. In fact, the belief that
it is possible for a wingless insect (e.g., the silverfish
Lepisma saccharinum) to be transformed into a winged
insect by genetic modification alone is nothing more than
an assumption. No comparable phenotypic transition
has ever been accomplished in the lab. What we do
know, thanks to the work on Drosophila, is that wing
development is extremely complex. To endow Lepisma
saccharinum with wings by genetic manipulation would
therefore be a daunting challenge, if not an impossible
one.

Contrast this with the relationship between RNA
sequences and their structures. Here the causal connec-
tion, as describe above, is simple and direct. The point
here is not merely that insects are much more complex
than RNA molecules. Less obvious but highly significant
is the point that while there is a demonstrated causal
sequence-to-structure mapping for RNA structures, so
far there is only an imagined one for insect structures.
Whether such a mapping actually exists for insects, then,
is uncertain.

The second problem with misapplying the terms
“genotype” and “phenotype” to simple things has to do
with the nature of natural selection. Living organisms
reproduce with varying degrees of success, owing to many

5As an analogy, knowing how to conduct a particular symphony

does not imply knowing how to play all the instruments, much less
how to make them.
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factors, some internal and some external. The net e�ect
of the internal factors, meaning those that characterize
the organism itself, is what we mean by reproductive
�tness, and this is the one phenotype that matters as
far as Darwinian evolution is concerned. In view of this,
simple models with no representation of reproduction
have no real connection to �tness. This does not neces-
sarily mean they have no relevance to evolution, but it
does raise the question of relevance. A convincing answer
would start by acknowledging the limitations.

1.1.2 Simplistic view of RNA function
Further complicating the assumption that RNA sec-
ondary structures are comparable to organismal pheno-
types and �tness is the fact that these structures are not
even the sole determinants of RNA function. Although
secondary structure has a major in
uence on the overall
three-dimensional shape of an RNA molecule, elements of
primary structure (i.e., nucleotide sequence) are crucially
important for the functions of all major classes of small
RNAs. The role of these RNAs is to silence gene expres-
sion through speci�c interactions with messenger RNAs,
and this speci�city results from Watson-Crick base pair-
ing between the small RNA and its target [32, 33]. To
assume that two small RNAs are functionally equivalent
simply because they have the same predicted secondary
structure is therefore to neglect a crucial aspect of how
they operate.

1.1.3 Optimistic view of the signi�cance of networks
Over and above these issues, the hopes that have been
placed on extensive networks overlook a catch-22 situa-
tion with respect to RNA function. On the one hand,
when we take into account that RNA function depends
not just on secondary structure but also on sequence,
then the problem of functional optima remains despite
the existence of structural networks. On the other hand,
if secondary structure were the sole determinant of func-
tion in some particular situation, then all sequences
within a network would be functionally equivalent. But
this reduces a search to a random walk within the net-
work, and because the network is extensive, much of it
will remain unexplored in any realistic search. It does
not matter that there are paths through the network that
would enable jumps to numerous other structures because
there is no mechanism to �nd those paths. In the end,
then, the networks would simply replace one problem|
the tendency to become stuck on local optima|with
another: the tendency to become stuck in unproductive
wandering mode.

Furthermore, the principle of conservation of infor-
mation, which says that there is no way around the
extreme di�culty of extremely di�cult blind searches, is
not based on the problem of local optima. The various
proofs of this principle [1{ 5] assume that the search algo-
rithms being compared visit the same number of unique

points in the search space without becoming stuck in a
local optimum. Unlike evolutionary searches, algorithmic
searches easily avoid that problem by jumping to random
points anywhere in the search space. As useful as that
trick is, however, it does not address the one aspect of
hard searches that makes them hard, which is that the
sequences making up the sought-after target constitute
a fantastically small fraction of the whole search space.
The existence of connected networks is of no help in that
crucial respect.

Indeed, the optimistic claims regarding these net-
works involve some misconceptions. De�ning the muta-
tional robustness,� A , of \phenotype" A (more accurately
structure A) as the fraction of possible mutations that
leave it unchanged, Ahnert [34] says that � A scales as the
logarithm of the fraction, f A , of sequences that produce
structure A. More speci�cally, he states that

� A � a + blog f A

where a and b are positive constants. However, the fact
that f A can be arbitrarily close to 0 means thatlog f A
is an unbounded negative number, which means there
are no positive values ofa and b that cause the right-
hand side of the above equation to be bounded by 0 and
1 (as required by the de�nition of � A ). A subsequent
paper, co-authored by Ahnert [19], cites the prior paper
but changes the claim to � A scaling as� log f A . This
is equally problematic, �rst because this expression has
no upper bound and second because it suggests (against
expectation) that robustness increases asf A decreases.

1.2 Aim of this study
In the present study, we ask whether searches for RNA
structures with rare properties really do become feasible
if they take place in RNA sequence space. Speci�cally,
in cases where the desired properties are too rare to be
found by searching structure space directly, can success
be assured by searching sequence space instead? If the
answer turns out to be yes, then mappings do indeed
solve the relevant problem|the problem of hard searches.
If the answer turns out to be no, then claims about the
bene�ts of these mappings will have been shown to be
exaggerated.

2. MATHEMATICAL ANALYSIS

2.1 Framework
In order to study the e�ects of sequence-structure map-
pings we will use the previously developed framework
of active information [2]. Qualitatively, we can think of
active information as being any special aspect of a search
that facilitates �nding the target, where \special" here
means beyond what the most basic unassisted search
would have. To quantify this, the framework relies on
two fundamental principles for the evaluation of search
algorithms. First, the algorithms should be evaluated
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by determining their probability of success, where the
de�nition of success is appropriate to the problem at
hand. Second, these probabilities should be evaluated
relative to an appropriate baseline search. This baseline
search serves a role analogous to a null hypothesis, in that
it reveals the usefulness or uselessness of any proposed
special algorithm by itself lacking any specialness.

With these principles in mind, active information is
de�ned as:

I � = � log
p
q

(1)

where q is the probability of success for the search algo-
rithm of interest, and p is the probability of success for
the baseline search.

What do we mean by success? In an evolutionary
scenario, success might be �nding a phenotype with
higher �tness resulting from enhanced physical properties.
However, success can be recast to apply even to molecular
models that do not capture the meaning of phenotype.
In the case of a search for RNAs with special structural
properties, we take the set of these special structures as
the search target, T, which is a subset of the possible
RNA structures, P. In this case, a search is considered to
be successful if it locates a structure inT, or a sequence
that maps to a structure in T.

Since we aim to determine whether the existence
of a realistic sequence-structure mapping enables RNA
structures with rare properties to be found, our baseline
search should lack the special property of this mapping.
That is, the baseline search should be a direct search of
RNA structure space. Furthermore, the same resources
should be allotted to each search. A search algorithm
that samples n RNA sequences in the hope of �nding
a structure in T should therefore be compared with an
algorithm that samples n structures directly.

2.2 Do Sequence-Structure Mappings Facilitate
Searches?

Consider the simplest case: a search that samples a single
random RNA sequence. We can compare this to a search
that samples a single random RNA structure. How will
their performance compare? The probability of success
in each case will depend on the fraction of the two spaces
that belong to the target. For structure space this is jT j

jP j

and for sequence space it isjTG j
jG j , where TG is the set of

sequences that map to structures in the target andG is
the full set of possible sequences (jSj denoting the size
of set S). Active information may then be computed as:

I � = � log
p
q

= � log
jT j
jP j

jTG j
jG j

(2)

If every structure had an equal number of sequences
mapping into it, both fractions would have the same
value, making the active information zero. In that case,

there is no di�erence between the performances of the
searches. However, this is not the common case because
there is often a strongly biased or skewed frequency
distribution. Some structures are produced by numerous
sequences while others are produced by relatively few. In
principle, the mapping might be skewed either towards
the target or away from it. If the skew is towards the
target, meaning jTG j

jG j > jT j
jP j , the active information will

be positive, indicating that the mapping increases the
performance of the search. Alternatively, if the skew is
away from the target, meaning jTG j

jG j < jT j
jP j , the active

information will be negative, indicating that the mapping
decreases the performance of the search.

Consider the slightly more complicated case where
instead of choosing a single RNA sequence, we select
n sequences at random. The baseline search therefore
selectsn RNA structures at random. If the probability
of success in one attempt isx, the probability of success
in n attempts is 1� (1 � x)n . However, if we assume that
x � 1 and nx � 1, so that the probability of multiple
successes is approximately zero, then the probability
of success inn attempts can be approximated asnx.
Applying this approximation to both searches, we can
approximate the active information as:

I � = � log
p
q

� � log
n jT j

jP j

n jTG j
jG j

= � log
jT j
jP j

jTG j
jG j

(3)

In other words, the active information is nearly the same
for n queries as for 1. This is because the increased
number of queries improves the performance of the base-
line and alternative searches by nearly the same amount.
The same considerations regarding active information
and the skew in the mapping still apply.

Next we consider a no-free-lunch scenario, meaning
that the target is equally likely to be anywhere in RNA
structure space and no amount of information about non-
target structures is helpful in locating a target structure.
In this situation, there are no properties of the structure
space that can facilitate the search. Consequently, the
probability of success is simply a function of the number
of distinct structures that are sampled|the more that
are sampled, the higher the probability that at least one
will be in the target.

The sequence-space search will samplen sequences,
which map to m � n distinct structures. The probability
of success is the probability that at least one of thosem
structures is in the target, T . Each sampled structure has
a probability of jT j

jP j of being in the target, and thus a set of
m distinct structures has a probability of approximately
m jT j

jP j of containing at least one structure in the target.
The active information may be thus approximated as:

I � = � log
p
q

� � log
n jT j

jP j

m jT j
jP j

= � log
n
m

(4)
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Since m � n, it follows that I � � 0, which means the
baseline search (on structure space) will outperform the
search on sequence space unless the search on sequence
space manages to avoid sampling sequences that map to
the same structure.

The only way, under a no free lunch scenario, for a
search on sequence space to outperform a search on struc-
ture space is for the search on sequence space to cover
more distinct structures than a direct search on structure
space would. This could only happen if the structure-
space search tends to become stuck on local optima
whereas the sequence-space search somehow avoids this.
However, a strategy of exploring a network of sequences
that map to the same structure will not accomplish this
because that structure will be sampled repeatedly.

A search in sequence space cannot outperform ran-
dom sampling of structure space unless there is some
property of the structure space that the search is able
to exploit. For example, if it is known that the tar-
get is likely to be contained within a certain subset of
the structure space, it would be possible to construct a
sequence-to-structure mapping that is skewed towards
that subset, thereby guiding the search to the target. In
that case, the sequence-to-structure mapping contains
active information.

However, with the same a priori knowledge, we could
just as easily construct an algorithm for searching struc-
ture space directly. In fact, by avoiding redundant sam-
pling of structures, we could ensure that this structure-
space search is more e�cient than a search of sequence
space. Because the active information realized in any
search of sequence space comes from our insight into the
location of the target in structure space, we can always
construct a search in structure space that performs at
least as well.

In the end, hard search problems can only be solved
if the search space has one or more properties that can
be exploited to facilitate the search. The mere addition
of a mapping of sequence to structure cannot create such
properties where they do not already exist, and without
any such property, these problems are unsolvable with
or without mappings.

2.3 Do Evolutionary Searches Effectively Explore
Sequence Space?

The second question of interest is how well evolutionary
searches navigate sequence-structure mappings. As be-
fore, we will assume that the no-free-lunch conditions
apply, meaning that the performance of a search algo-
rithm depends only on the number of structures sampled.
The relevant baseline is a search that samplesn random
sequences and succeeds if any of them map to a structure
in T. If the mapping is diverse, such that it is highly
unlikely that any two randomly chosen sequences will
have the same structure, then this search is expected to

samplen distinct structures. Since n sampled sequences
map to at most n distinct structures, this is the best
that any algorithm can do.

However, in practice this scenario is unlikely to arise
because sequence-structure mappings tend to be heavily
skewed, resulting in repeated sampling of overrepresented
structures. An evolutionary search exploring a network
of sequences that map to the same structure will only
sample a single structure, making it a very ine�cient
way to �nd a target structure. Even sequences that are
near neighbors to the network will tend to map to a
relatively small number of structures that are similar
to the original one. If the original structure is not in
T, it is unlikely that these other ones are, given the
similarity. Of course, it is possible for a search that
starts in a network of sequences to wander into sequences
that map to substantially di�erent structures, but since
target structures are extremely rare in any hard search,
sequences that map to the target are also expected to be
extremely rare. In all of these situations, the structures
sampled indirectly though a mapping are expected to be
less diverse than an equal number of randomly sampled
structures would be. As such, we expect evolutionary
searches in sequence space to perform less well than
random sampling in structure space would.

As we saw previously, it is possible to conceive of
a mapping that enables random sampling in sequence
space to outperform random sampling in structure space,
but such a mapping would have to, in e�ect, amplify the
target. That is, a disproportionate number of sequences
would have to map to structures in T. This is easily
done by design, if one has knowledge of the target. For
it to happen by chance, however, is as unlikely as hitting
the target directly by chance. In the end, then, this
possibility does not make hard search problems less hard.

Not surprisingly, if we lift the assumption that the no
free lunch scenario applies, the situation changes. Here,
success is no longer merely a function of the number
of distinct structures sampled because insight into the
composition of the target can be used to inform the search
algorithm. Nevertheless, that insight can be applied
equally whether the search is to be conducted in sequence
space or in structure space. So, again, the existence of a
sequence-to-structure mapping does not in itself bring
any clear advantage.

3. RNA MODEL

Following Greenbury et al. [19], we will use the Vien-
naRNA Package [35] to predict the secondary structures
of RNA sequences. Although model predictions of RNA
secondary structure are not highly reliable for longer
RNAs (50 to 300 nucleotides [36]), better reliability is
expected for the shorter lengths to be considered here,
such as the 30-nucleotide RNA shown in Figure 1. RNAs
of that length are commonly referred to as 30mers, bor-
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rowing the su�x from poly mer). In addition to graphical
representation, secondary structures can be represented
in text form using dot-bracket notation (see Figure 1
legend). Here, each RNA nucleotide in the sequence is
represented in the standard 5

0
� 3

0
direction by one of

three characters: \." or \(" or \)". The �rst of these
represents a nucleotide that does not form a base pair;
the second represents a nucleotide that forms a base
pair with a nucleotide that appears later in the sequence;
the third represents a nucleotide that forms a base pair
with a nucleotide that appears earlier in the sequence.
Because RNA secondary structures tend to consist en-
tirely of knot-free stem-loop motifs, parentheses nest in
the usual way, providing a clear representation of the
partners that form each pair.

For consistency with Greenbury et al. [19], we will use
the fRNAdb [ 37] database of biologically functional RNA
sequences to de�ne our search targets,T, in RNA struc-
ture space. That work studied model RNA sequences of
length 20 or 30 to evaluate the evolution of secondary
structures. For comparison, we will focus on the same
lengths and likewise take secondary structure to be the
key property for searches.

The number of distinct secondary structures that can
be formed by RNAs of length n is given by [38, 39]:

Sn =

(
Sn � 1 +

P n � 2
k= m Sk Sn � k � 2 where n > m + 1

1 wheren < = m + 1
(5)

where m is the minimum length of a loop (i.e., the mini-
mum number of unpaired RNA bases for a strand to turn
back and begin pairing with itself). If we take m = 3,
S20 = 106; 633 andS30 = 240; 944; 076

To characterize the sequence-structure mapping, we
used ViennaRNA to predict the secondary structure of
1 billion random RNA sequences. This produced 7,421
distinct 20mer structures and 1,247,910 distinct 30mer
structures. Both of these �gures are orders of magnitude
smaller than either the number of sequences sampled or
the number of possible structures, meaning that there is
a strong natural skew in the mapping. Indeed, we found
that a majority of 20mers folded into just 38 di�erent
structures. For 30mers, a majority of sequences folded
into just 2,139 structures.

A consequence of this skew is that the performance of
any search will be highly sensitive to the choice of target.
If the target consists of one or more of the relatively
small number of structures that are highly favored by
the skew, success will be very easy. However, if the target
consists of a structure produced only by a small number
of sequences, the search will be unlikely to succeed.

The entries in the fRNAdb are also skewed, accord-
ing to RNAfold structure prediction. The database lists
14,350 20mers, 9,767 of which are predicted to have
structures. Although 1,123 distinct structures are repre-

sented, most of the sequences map onto just 80 structures.
For 30mers, 38,914 of the 42,195 entries are predicted
to have structures, with 16,672 structures represented.
Most of the 30mers map onto just 1,573 structures (Fig-
ure 3 shows a small sample from both classes). Fur-
thermore, there is considerable overlap in this skewing
of the fRNAdb sequences and the natural skew noted
above. Of the 100 most common 20mer structures in the
fRNAdb, 78 of them are also among the 100 most com-
mon structures for random sequences. Similarly, 73 of
the 100 most common 30mer structures in the fRNAdb
are are also among the 100 most common structures
for random sequences. The consequence is that a ran-
domly chosen structure from the fRNAdb is likely to be
over-represented among random sequences, making it a
relatively easy target to �nd.

This overlap between fRNAdb-de�ned targets and the
skew of the mapping should facilitate searches. To evalu-
ate this, we computed the probability of �nding an RNA
sequence that produces a randomly chosen fRNAdb tar-
get structure for various numbers of queries. The results
are depicted in Figure 4. The level of success previously
reported is not hard to reach, requiring random sampling
of only 20,000 sequences for for 30mers, and far fewer for
20mers. For comparison, the previous work considered
a population of 100 for 10,000 generations, potentially
sampling approximately 1,000,000 genotypes. In other
words, their searches were over-resourced with respect to
the ease with which their targets can be found.

In this work, we will consider three levels of search
di�culty. A level-1 search, the easiest, starts by randomly
choosing a sequence of a given length from the sequences
in fRNAdb. ViennaRNA is then used to predict the
structure for the chosen sequence, and that structure is
taken as the target. For a level-2 search, we again choose
the target from fRNAdb, but this time we restrict the
target selection to structures that were found at most a
thousand times in the billion random samples of sequence
space described above. In other words, a level-2 target
structure is speci�ed by sequences that make up no more
than a millionth of whole set of possible sequences of
the given length. Level-3 searches face the challenge of
�nding genuinely hard targets. These consist of a single
structure selected uniformly from the set of all possible
structures.

All searches use a simple hill-climbing algorithm that
may be implemented either in sequence space or in struc-
ture space. The search begins with an RNA sequence
chosen randomly from the whole space of possible se-
quences or an RNA structure chosen randomly from the
whole space of possible structures. In each round, a
random change is made. When searching in sequence
space, the change consists of replacing an A, C, G, or
U at a random position with one of the three alterna-
tives. When searching in structure space, the change
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Figure 3: Twenty examples of 20mer (top) and 30mer (bottom) RNA secondary structures predicted for fRNAdb entries, chosen randomly after
excluding entries predicted to be unstructured. Nearly a third of the 20mer entries in the fRNAdb are predicted to have no secondary structure.
That fraction is smaller (about 8%) for 30mer entries, but this nevertheless underscores the importance of aspects other than secondary structure
for biological function. The fact that of the thousands or millions of possible structures we see duplicates and near-duplicates in this small sample
shows the strength of the skewing. Rendered with forna (http://rna.tbi.univie.ac.at/forna/).
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